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Abstract. Consider the problem of scheduling sporadically-arriving tasks
with implicit deadlines using Earliest-Deadline-First (EDF) on a single
processor. The system may undergo changes in its operational modes
and therefore the characteristics of the task set may change at run-time.
We consider a well-established previously published mode-change proto-
col by Sha et al. and we show that if every mode utilizes at most 50%
of the processing capacity then all deadlines are met. We also show that
there exists a task set that misses a deadline although the utilization
exceeds 50% by just an arbitrarily small amount. Finally, we present, for
a relevant special case, an exact schedulability test for EDF with mode
change.

1 Introduction

Many real-time systems need to reconfigure themselves during operation and
thereby change the characteristics of their tasks. There are four common rea-
sons for the need to reconfigure. First, a distributed computer system may suffer
from a permanent fault in one of its computer nodes and as a result it is nec-
essary that the software system reconfigures itself (to use less resources) on the
non-faulty computer nodes in order to run the software tasks that were residing
on the computer node that suffered from a fault. For example, algorithms that
perform feedback control of physical objects can often be implemented in dif-
ferent ways with some implementations offering high performance (for example
low error in the measured variable) at the cost of a long execution time whereas
other implementations offer less performance but with a smaller execution time.
The second reason for the need to reconfigure is that the physical operating
environment is changed. For example, the software that needs to execute when
an aircraft is taking off is not the same as the software needed when the air-
craft is flying at high altitude. The third reason for the need to configure is
that the computer system offers service to many users/objects and the number
of users/objects varies at run-time. For example, consider a computer system
for tracking objects, such as aircrafts and helicopters [1]. When the number of
objects increases, it may not be possible to perform tracking with the highest
accuracy for all tasks and hence the software must reconfigure to use a lower ac-
curacy for some of its tracking tasks. The fourth reason for the need to configure
is that the software system must be updated during operation.



2

Reconfiguration requires that decisions are taken on (i) which configuration
should be used and (ii) once a configuration has been selected, how to transition
the software to this new configuration. The former is application-dependent and
therefore resulted in a large number of studies (see for example [1–4]). The
latter involves the problem of ensuring that all computer nodes agree on the
new configuration and ensuring that software in the new configuration does
not misinterpret data structures that were written to in the old configuration.
These issues are application dependent as well. Another issue is that the software
in the old configuration as well as the new configuration may be proven to
meet deadlines if run in isolation but the reconfiguration may cause software
tasks to arrive in a pattern which was not analyzed in each of the individual
configurations and hence a deadline can be missed. It is therefore crucial to
(i) design a protocol (called a mode-change protocol) that prescribes how tasks
are allowed to arrive during the reconfiguration and (ii) design a method (a
schedulability test) for proving that deadlines are met during the reconfiguration.
This is often called the mode-change problem.

The research literature offers solutions to the mode-change problem. Tradi-
tionally, mode changes in table-driven time-triggered systems were performed
by letting all tasks switch to a new mode in the beginning of the table. This ap-
proach is simple to understand, implement and it does not constrain the schedu-
lability of the system. But unfortunately, it may take a long time from when
a request is made to switch the task set to a new mode until all tasks have
switched to the new mode. For event-triggered systems, it has been found for
static-priority scheduling that switching to the new mode when a processor be-
comes idle does not jeopardize the timeliness guarantees proven for the respective
configuration [5]. But it has the same drawback as the mode-change approach
for table-driven time triggered systems; it may take a long time to perform the
mode change. A mode-change protocol which allows a much faster mode change
has been proposed [6] by Sha et al.; when a mode change request occurs, the
currently released job of a task continues to execute according to its old configu-
ration but the future released jobs will be given parameters (execution time and
minimum inter-arrival time) by the new configuration. A correct schedulability
analysis for this mode change protocol was later proposed as well [7] but only for
static-priority scheduling. In fact, the research literature offers no mode-change
protocol and corresponding schedulability analysis for a processor scheduled by
the algorithm Earliest-Deadline-First (EDF) [8]. This is unfortunate because
EDF is capable of scheduling workloads that static-priority scheduling is unable
to schedule [8].

Therefore, in this paper, we present a new solution to the mode change prob-
lem. We use the previously known, and well established, mode-change protocol
designed by Sha et al. [6]. But we use EDF and we present a schedulability
analysis for EDF with mode changes. The schedulability analysis is simple; if
the utilization of every mode is at most 50% then all deadlines are met. We also
show that there exists a task set that misses a deadline although the utiliza-
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Fig. 1. An example of a task set τ = {τ1, τ2} and mode set modes =
{mode1, mode2, mode3} and how the task set τ undergoes mode changes. During the
time interval [0,100), all tasks are in mode3. During the time interval [165,300), all
tasks are in mode1. During the time interval [325,400), all tasks are in mode2. The
vertical lines with arrows pointing upwards show the arrivals of tasks. In this partic-
ular example, tasks arrive as frequently as possible given by their specified minimum
inter-arrival times. The minimum inter-arrival time of task τ2 is different in different
modes; in mode3 it is 50, whereas in mode1 it is 20 and in mode2 it is 30. It can be
seen that although a mode change is requested at time 100, task τ2 has to wait until
time 130 until it changes to mode1 and τ1 has to wait until time 165 until it switches
to mode1. It can also be seen that although τ1 changes its modes, in this particular
example, the minimum inter-arrival time of τ1 remains the same in all modes.

tion exceeds 50% by just an arbitrarily small amount. Finally, we present, for a
relevant special case, an exact schedulability test for EDF with mode change.

The remainder of this paper is organized as follows. Section 2 gives the system
model. Section 3 presents the utilization bound (50%) and shows that the bound
derived is tight. Section 4 presents a new schedulability test. Section 5 gives
conclusions.

2 System model

Figure 1 illustrates concepts that we use. Consider a task set τ = {τ1, τ2, τ3, . . .}
and a mode set modes = {mode1, mode2, mode3, . . .}. Also, consider a sequence
of times of transition requests < tr[1], tr[2], tr[3], . . . > and corresponding new
modes < newmode[1], newmode[2], newmode[3], . . . > where each of those modes
are in the set modes. These two sequences have the interpretation that the
current mode of the task set τ is requested to become newmode[j] at time tr[j].
We assume that the request of the transition of the task set to mode newmode[j]
at time tr[j] is unknown to the scheduling algorithm and mode change protocol
before time tr[j].
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A task τi generates a (potentially infinite) sequence of jobs. We consider the
sporadic model, that is, the time of the arrival of a job is unknown before the
job arrives and the arrival time of a job cannot be controlled by the scheduling
algorithm. A task τi has a current mode at time t; this mode is one of the modes
in the set modes. A task τi is characterized by the minimum inter-arrival time
of task τi in mode k (denoted T k

i ) and the execution time of task τi in mode k
(denoted Ck

i ). The parameters T k
i and Ck

i have the following interpretation. If
task τi is in mode modek at time t and s denotes the latest time not exceeding t
when task τi has arrived then it holds that the next arrival of task τi occurs at
time s + T k

i or later. If task τi is in mode modek at time t and task τi has never
arrived before time t then it is possible for τi to arrive at time t. Let us consider
a job of task τi that arrives at time s and the job is in mode k at that time, time
s. Then the deadline of the job is s + Dk

i . If the job performs Ck
i time units of

execution by its deadline then we say that the job meets its deadline; otherwise
it misses its deadline. A task τi is said to meet its deadlines if all of its jobs meet
their deadlines; otherwise the task τi is said to miss a deadline. A task set τ is
said to meet its deadlines if all tasks in τ meet their deadlines otherwise we say
that the task set τ misses a deadline. We assume the implicit deadline model,
that is, ∀i, k : Dk

i = T k
i .

We assume that preemptive Earliest-Deadline-First (EDF) scheduling is used
to schedule jobs on a single processor. It operates as follows. At time t, the
processor selects for execution the job with the earliest deadline among the tasks
for which both of the following conditions are true: (i) the arrival time of the job
is no later than time t and (ii) the remaining execution time of the job at time
t is strictly greater than zero. If two or more jobs have the same deadline then
any of those jobs can be selected; the tie-breaking of priorities between jobs is
arbitrarily and this tie-breaking does not need to be consistent throughout time.

We say that the system is in steady state at time t if it holds that all tasks
are in the same mode at time t. We say that the system is in transient state at
time t if it is not in steady state at time t. We let latest arrival(t, τi) denote the
maximum time such that (i) this time is no greater than t and (ii) task τi arrives
at time t. If task τi has not yet arrived at time t, then latest arrival(t, τi) is
undefined. Let us assume that the system has a variable pending mode changes,
a set which is initialized to the empty set when the system boots.

If the system is in steady state at time t and all tasks are in mode k and
t is one of the elements in the sequence < tr[1], tr[2], . . . >, say tr[j], then a
mode change protocol will switch the mode of the tasks from mode k to mode
newmode[j]. The tasks do not necessarily switch to the new mode immediately.
Figure 1 shows that although the tasks are required to switch to mode1 at time
100, task τ2 switches to mode mode1 a little bit later, namely at time 130 simply
because it has to continue the execution of its current job before it can switch to
the new mode. The general rule for mode change when the system is in steady
state at time t is as follows. If task τi arrives at time tr[j] then task τi switches
from mode k to newmode[j] immediately on its arrival; otherwise task τi switches
from mode k to newmode[j] at time latest arrival(t, τi) + T k

i .
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Fig. 2. An example showing the behavior of the system when a mode change is re-
quested to be performed when the system is in a transient state. The example differs
from the example in Figure 1 only in that a mode change is request at time 110 instead
of at time 300.

Figure 2 illustrates another scenario showing the behavior of the system when
a mode change is requested to be performed when the system is in a transient
state. The example differs from the example in Figure 1 only in that a mode
change is request at time 110 instead of at time 300.

The rule for the mode change protocol is as follows. If the system is in tran-
sient state at time t and the task set τ is in mode k and t is one of the elements
in the sequence < tr[1], tr[2], . . . >, say tr[j], then no mode change is performed
when the system is in a transient state; instead the tuple (tr[j], newmode[j])
becomes member of the set pending mode changes and then immediately when
the system enters steady state, the run-time system selects one (the application
developer can choose which one) of the tuples in pending mode changes (let us
say that (tr[q], newmode[q]) was selected) and then acts as if it was requested
that the system changes to mode newmode[q] at the time when the system
entered steady state. And then the set pending mode changes is assigned the
empty set. The reason for this behavior is that we do not want to perform a mode
change when the previously requested mode change has not yet been completed.

With this behavior in mind, let us revisit Figure 2. At time 100, it is requested
that the system switches to mode1. Task τ2 has to wait until time 130 until
it can switch to mode1 and task τ1 has to wait until time 165 until it can
switch to mode1. But in the meantime, just a little bit later, it is requested
that the system switches to mode2. Therefore, the set pending mode changes
becomes {mode2}. At time 130, task τ2 arrives again and hence switches to
mode mode1. But the system is still in transition state. At time 165, task τ1

switches to mode1 and then the system becomes in steady state. Immediately,
when the system becomes in steady state, at time 165, the mode change request
that were originally made at time 110 (because tr[3]=110) is requested now
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(it is taken from pending mode changes) and the system acts as if there was
a mode change request at time 165 with the new mode mode2. Then the set
pending mode changes becomes the empty set.

We assume that ∀i, k : 0 ≤ Ck
i ≤ T k

i and Ck
i and T k

i are real numbers.
We also assume that task switching takes no time and a task needs no other
resources than the processor.

The assumptions stated so far in this section are based on previously pub-
lished work in the real-time literature [6, 7] with some clarification made but we
also use the sporadic model which is more general than the periodic model used
in [6, 7].

3 The utilization bound of EDF with mode change

In proofs, we will find it useful to discuss an algorithm called Processor-Sharing
(PS). It operates as follows. Consider a time interval of duration ǫ > 0 and
assume that task τi is in the mode k during the entire time interval. Then it
holds that τi executes for (Ck

i /T k
i ) · ǫ time units during the time interval of

duration ǫ.

Lemma 1. Let current modes(i, τ) denote the set of modes of tasks in the task

set τ at time t. It holds that ∀t : current modes(i, τ) ≤ 2.

Proof. The lemma follows from the fact we do not (as stated in Section 2) allow
a mode change when the system is in transient state.

Lemma 2. If ∀modesk ∈ modes it holds that:

∑

τj∈τ

Ck
j

T k
j

≤
1

2
(1)

and PS is used to schedule tasks then all deadlines are met.

Proof. From Lemma 1 and Equation 1 it follows that PS meets all deadlines.

Theorem 1. If ∀modesk ∈ modes it holds that:

∑

τj∈τ

Ck
j

T k
j

≤
1

2
(2)

and EDF is used to schedule tasks then all deadlines are met.

Proof. Follows from Lemma 2 and the fact that EDF is an optimal scheduling
algorithm for a set of jobs [9]. (A scheduling algorithm is said to be optimal if
it meets deadlines when it is possible to do so.)

The utilization bound expressed by Theorem 1 is tight; Example 1 shows
that.
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Fig. 3. An example showing the deadlines can be missed although the utilization ex-
ceeds 50% by just an arbitrarily small amount.

Example 1. The example is illustrated by Figure 3. Consider a task set τ =
{τ1, τ2} with minimum inter-arrival times given as:

T 1
1 = L T 2

1 = L + 1
T 1

2 = L + 1 T 2
2 = L

and execution times given as

C1
1 = L/2 + 2 − L/(L + 1) C2

1 = 1
C1

2 = 1 C2
2 = L/2 + 2 − L/(L + 1)

where L is an integer ≥ 4. It is easy to verify that:

∑

τj∈τ

C1
j

T 1
j

=
∑

τj∈τ

C2
j

T 2
j

=
1

2
+

2

L
(3)

Figure 3 shows the run-time behavior. Both tasks are in mode1 at time zero
and both tasks release jobs at that time. At time L, the task τ1 has arrived for
the second time and the execution time of this job is L/2+ 2−L/(L+ 1) which
is greater than 2. And hence the processor will be busy during the time interval
[L,L + 2) and potentially longer. At time L + 1/2, the system is requested to
change to mode2; the processor is busy at this time. At time L+1, task τ2 changes
from mode1 to mode2. Task τ1 must wait until it arrives again; therefore at time
2L + 1, task τ1 changes from mode1 to mode2. Let us calculate the amount of
execution that must be performed during the time interval [L + 1,2L + 1) in
order to meet deadlines. Clearly, τ2 needs to execute C2

2 time units. τ1 needs
to execute C1

1 − 1 time units. Therefore the two tasks τ1 and τ2 must execute
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C2
2 + C1

1 − 1 during the time interval [L + 1,2L + 1). That is, L/2 + 2− L/(L +
1)+L/2+2−L/(L+1)−1 units of execution must be performed during a time
interval of duration L. Rewriting gives us that L + 4− 2L/(L + 1) time units of
execution must be performed during a time interval of duration L. Since L ≥ 4,
this is impossible and hence a deadline is missed.

We can repeat this argument for every L ≥ 4. Letting L → ∞ gives us that
there exists a task set that misses a deadline although the utilization exceeds
50% by just an arbitrarily small amount.

4 Schedulability analysis of EDF with mode change

Although the utilization bound expressed by Theorem 1 is tight, there are task
sets that can be scheduled with EDF under mode change although the utilization
of a mode exceeds 50%. It is therefore of interest to design a schedulability
analysis that can offer pre-run-time guarantees without checking the utilization.

The recurring task model [10] was developed to allow designers to model
tasks with many blocks of instructions and the block of instructions selected for
execution was depending on the outcome of an ”if-statement”. The model can
be used for modeling task sets that undergo mode changes but only when the
minimum inter-arrival time of tasks do not change across mode changes. For
the case where minimum inter-arrival times are requested to be changed across
mode changes, we are forced to develop a new schedulability analysis. We will
study the special case where (i) |modes|=2 and (ii) T 1

i ,C1
i , T 2

i ,C2
i and tr[1] are

integers and arrivals occur only at times which are integers and (iii) only one
mode change request can occur during a busy interval. (A busy interval is an
interval such that the processor is busy during this interval and just before the
interval, the processor is idle and just after the interval, the processor is idle as
well.) We believe this limitation is reasonable for systems where reconfiguration is
performed not too often but when reconfiguration is required, the reconfiguration
must be completed quickly, for example reconfiguration after the occurrence of
a fault.

The notion of processor demand has played an important role in previous
work [11] on schedulability analysis for uniprocessor EDF; we will use that notion
in our analysis as well. Let R denote an assignment of arrival times to all jobs.
Let dbf( τi, [t0,t1), R) denote the processor demand of all jobs released by
task τi in the time interval [t0,t1) for the assignment R, assuming that the
assignment R satisfies the constraint of the minimum inter-arrival times of τi.
More specifically, dbf( τi, [t0,t1), R) is defined as the sum of execution time of
all jobs which satisfy the constraint of the minimum inter-arrival times of τi and
that satisfy the following two conditions (i) the job arrives no earlier than t0 and
(ii) the deadline of the job is no later than t1. Let dbf( τi, [t0,t1)) denote the
maximum of dbf( τi, [t0,t1), R) over all R such that R satisfies the constraint of
the minimum inter-arrival times of τi. Let dbf( τi, L) denote the maximum of
dbf( τi, [t0,t1)) over all time intervals [t0,t1) such that t1 − t0 = L. Finally, let
us define dbf( τ , L) as:
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dbf(τ, L) =
∑

τj∈τ

dbf(τj , L) (4)

The usefulness of the notion of processor demand follows from the fact [11]
that:

If jobs are released from tasks in a task set τ and jobs are scheduled
with EDF and for every L > 0, it holds that if dbf( τ , L) ≤ L then all
deadlines are met.

This result was originally applied to sporadically arriving tasks [11] where
equations were given on how to compute processor demand from task param-
eters. Such equations have also been developed for other task models, such as
the multiframe model [12], the generalized multiframe model [13] and the recur-
ring model [10]. Unfortunately, the research literature offers no such result for
sporadic tasks with mode change. We will now address it.

Consider a time interval [t0,t1) with t1 − t0 = L. The system is in mode1

at time t0 and at time tr[1], there is a request to change to newmode[1]. Let
transitionj denote the time when task τj switches to mode tr[1]. We have that:

dbf(τ, L) = max
t0≤tr[1]≤t1

dbf(τ, L, tr[1]) (5)

where

dbf(τ, L, tr[1]) =
∑

τj∈τ

(

⌊
transitionj − t0

T 1
j

⌋ · C1
j + ⌊

t1 − transitionj

T 2
j

⌋ · C2
j

)

(6)

and

∀j : t0 ≤ transitionj ≤ t1 (7)

and

∀j : tr[1] ≤ transitionj (8)

and

∀j : transitionj < tr[1] + T 1
j (9)

and

t0 ≤ tr[1] ≤ t1 (10)

Intuitively, Inequality 5 states that the processor demand in a time interval
of duration L is the maximum of all scenarios of times for requesting a mode
change. Inequality 6 states that the processor demand of a task can be computed
by adding the amount of execution before the task performs the transition and
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the amount of execution after the task performs the transition. Inequality 7
states, for each task, that the transition occurs in the busy interval. Inequality 8
states that the transition of a task τj must not be earlier than the time when
the mode change was requested and Inequality 9 states that when a task τj is
in mode1 and task τj is requested to perform a mode change, it will perform a
mode change with a delay of at most T 1

j . Note that there is a strict inequality
in Inequality 9. Inequality 10 states that the time when the mode change is
requested is during the busy interval.

It is possible to compute dbf(τ, L) for a fixed L by solving the optimization
problem expressed by Inequality 5 - Inequality 10. But recall that we need to
calculate dbf(τ, L) for all positive values of L. For uniprocessor scheduling of
EDF without mode change, it was shown [11] that if the utilization of the task
set is known then one can find an upper bound on L such that values of L above
this bound does not need to be checked. We will now develop a similar approach
for EDF with mode change.

We will first state lemmas which express an upper bound on dbf(τ, L) (Lemma 3
and Lemma 4 do that) and then use these lemmas to derive an upper bound on
the values of L that must be checked. (Lemma 5 does that).

Lemma 3. It holds that:

dbf(τ, L, tr[1]) ≤
(

∑

j∈τ

C1
j

)

+ L · max
(

∑

j∈τ

C1
j

T 1
j

,
∑

j∈τ

C2
j

T 2
j

)

(11)

Proof. From Inequality 6,Inequality 8 and Inequality 9 it follows that:

dbf(τ, L, tr[1]) ≤
∑

τj∈τ

(

⌊
tr[1] + T 1

j − t0

T 1
j

⌋ · C1
j + ⌊

t1 − tr[1]

T 2
j

⌋ · C2
j

)

(12)

For every x > 0 it holds that ⌊x⌋ ≤ x. Using that on Inequality 12 gives us:

dbf(τ, L, tr[1]) ≤
∑

τj∈τ

( tr[1] + T 1
j − t0

T 1
j

· C1
j +

t1 − tr[1]

T 2
j

· C2
j

)

(13)

Using the fact that t1=t0+L on Inequality 13 yields:

dbf(τ, L, tr[1]) ≤
∑

τj∈τ

( tr[1] + T 1
j − t0

T 1
j

· C1
j +

t0 + L − tr[1]

T 2
j

· C2
j

)

(14)

Rewriting Inequality 14 yields:

dbf(τ, L, tr[1]) ≤ (tr[1]− t0) ·
(

∑

τj∈τ

(
C1

j

T 1
j

−
C2

j

T 2
j

)
)

+(
∑

τj∈τ

C1
j )+L · (

∑

τj∈τ

C2
j

T 2
j

) (15)
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Consider the term

(

∑

τj∈τ

(
C1

j

T 1
j

−
C2

j

T 2
j

)
)

(16)

If it is negative or zero then Inequality 15 is maximized for tr[1] = t0 and
hence for that case, an upper bound on Inequality 15 is:

(
∑

τj∈τ

C1
j ) + L · (

∑

τj∈τ

C2
j

T 2
j

) (17)

If Inequality 16 is positive then Inequality 15 is maximized for tr[1] = t0 +L
and hence for that case, an upper bound on Inequality 15 is:

L ·
(

∑

τj∈τ

(
C1

j

T 1
j

−
C2

j

T 2
j

)
)

+ (
∑

τj∈τ

C1
j ) + L · (

∑

τj∈τ

C2
j

T 2
j

) (18)

which can be rewritten to:

(
∑

τj∈τ

C1
j ) + L · (

∑

τj∈τ

C1
j

T 1
j

) (19)

Combining these cases gives us that:

dbf(τ, L, tr[1]) ≤
(

∑

j∈τ

C1
j

)

+ L · max
(

∑

j∈τ

C1
j

T 1
j

,
∑

j∈τ

C2
j

T 2
j

)

(20)

This states the lemma.

Lemma 4. It holds that:

dbf(τ, L) ≤
(

∑

j∈τ

C1
j

)

+ L · max
(

∑

j∈τ

C1
j

T 1
j

,
∑

j∈τ

C2
j

T 2
j

)

(21)

Proof. Follows from Inequality 5 and Lemma 3.

Lemma 5. If

max
(

∑

j∈τ

C1
j

T 1
j

,
∑

j∈τ

C2
j

T 2
j

)

< 1 (22)

then for all L > 0 such that

∑

j∈τ C1
j

1 − max
(

∑

j∈τ

C1

j

T 1

j

,
∑

j∈τ

C2

j

T 2

j

) ≤ L (23)

it holds that:

dbf(τ, L) ≤ L (24)
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Proof. Rewriting Inequality 23 gives us:

(

∑

j∈τ

C1
j

)

+ L · max
(

∑

j∈τ

C1
j

T 1
j

,
∑

j∈τ

C2
j

T 2
j

)

≤ L (25)

Using Lemma 4 on Inequality 25 gives us:

dbf(τ, L) ≤ L (26)

This states the lemma.

We now know that only values of L that do not exceed the left-hand side
of Inequality 23 must be checked. We can enumerate all values of L from 1 up
to this bound. We can also assume (with no loss of generality) that t0 = 0 and
t1 = L and hence enumerate tr[1] from 0 up to L. For each of these we would like
to compute dbf( τ ,L,tr[1]), using Inequality 6. This can be done by iterating,
for each task τi, through all values of transitionj from tr[1] to tr[1] + T 1

j − 1
and compute the term in the sum of Inequality 6; for convenience this term is
stated below.

⌊
transitionj − t0

T 1
j

⌋ · C1
j + ⌊

t1 − transitionj

T 2
j

⌋ · C2
j (27)

Based on these ideas we obtain the schedulability test expressed by Figure 4.

5 Conclusions

We have presented the first result on uniprocessor EDF scheduling with mode
change. We used the previously known, and well established, mode-change pro-
tocol designed by Sha et al. [6]. The schedulability analysis is simple; if the
utilization of every mode is at most 50% then all deadlines are met. We also
show that there exists a task set that misses a deadline although the utilization
exceeds 50% by just an arbitrarily small amount. Finally, we presented, for a
relevant special case, an exact schedulability test for EDF with mode change.
We left open the problem of designing an exact schedulability test for the case
where minimum inter-arrival times and execution times are real numbers.
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Input: a task set τ

Output: ”unschedulable”, ”cannot decide” or ”schedulable”
Assumptions:

- |modes|=2 and
- T 1

i ,C1

i , T 2

i ,C2

i and tr[1] are integers and arrivals occur only at
times which are integers and only one mode change request
can occur during a busy interval.

- only one mode change request can occur during a busy interval.

1. Let U denote the left-hand side of (22)
2. if U>1 then

3. declare ”unschedulable”
4. else

5. if U=1 then

6. declare ”cannot decide”
7. else

8. UBL := left-hand side of (23)
9. for L in 1..UBL do

10. t0 := 0
11. t1 := L
12. for tr[1] in 0..L do

13. sum := 0
14. for ∀τj ∈ τ do

15. sumj := 0
16. for transitionj in tr[1]..min(t1,tr[1]+T 1

j -1) do

17. if evaluation of (27) > sumj then

18. sumj := evaluation of (27)
19. end if

20. end for

21. sum := sum + sumj
22. end for

23. if sum>L then

24. declare ”unschedulable”
25. end if

26. end for

27. end for

28. declare ”schedulable”
29. end if

30. end if

Fig. 4. A schedulability test for EDF for checking whether changing from mode1 to
mode2 can be performed and meet deadlines.


